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Abstract 

Photonic computing offers advantages for complementing AI accelerators by leveraging high bandwidth, wavelength 
parallelism, and low energy per operation. However, preserving these benefits at the level of a complete system, rather 
than an isolated core, is challenging due to noise, electro-optic conversions, and limited utilization, and a lack of cross-
layer tooling has led to large gaps between predicted and measured performance. We introduce PERSEUS, a cross-
functional photonic-electronic simulation framework for system-level evaluation of photonic AI accelerators. Using 
PERSEUS on an interferometric inference engine, we explore mesh size and clock frequency and show that system 
efficiency exhibits optima in both. 

Introduction 
There has been tremendous growth in the computational demand for AI model training and 
inference in recent years [1], [2]. This has renewed interest in developing alternative, often analog 
or mixed-signal accelerators such as memristive crossbars [3], [5], neuromorphic spiking neural 
networks [6], [7], [8], reservoir computing [9], and photonic tensor accelerators [10], [11], [12], 
[13], [14]. The latter have shown great promise in performing efficient tensor operations using light 
by leveraging its inherent high bandwidth, parallelism, and power efficiency. Several such 
accelerators for AI and other workloads have previously been built [13], [14], [15]. Despite these 
demonstrations, it remains unclear whether photonics can preserve its inherent efficiency and 
achieve performance metrics on par with or exceeding digital electronics at the system level [16]. 
With so much emphasis placed on photonic circuits and architectures, there is a gap in holistic 
system-level design and evaluation. Most existing tools focus on circuit-level design and simulation 
(e.g., CAPHE [17]), differentiable circuit modeling (e.g., TorchONN [18]), or system-level 
simulation (e.g., SimPhony [19], ADEPT [20]). However, they lack the cross-functional capabilities 
required for end-to-end evaluation. System-level studies show that there is a significant gap between 
the predicted and measured performance of photonic AI accelerators. For example, S. R. Ahmed et 
al. [13] reports demonstrated hardware up to 100× slower than the authors’ simulated projections. 
 
In this work, we present PERSEUS, a cross-functional photonic-electronic simulation framework 
for system-level evaluation of next-generation photonic AI accelerators. It is composed of three 
interconnected tools: (1) framework for modelling of electro-photonic circuits as differentiable 
circuit blocks, which can be used to train new AI models or to map existing models onto photonic 
hardware. (2) a system-level architecture graph constructor that combines an architecture 
description, the circuit models, the required supporting electronic components and the workload, 
(3) cycle-approximate, event-driven simulator operating on the system-level architecture graph to 
determine key performance characteristics such as throughput, energy usage, latency, and 
utilization. Together, these three tools bridge circuit-level photonic modeling and full system-level 
evaluation, enabling cross-functional validation of complete photonic-electronic systems. 



 
 

 

Components of PERSEUS 
A significant area of research in building 
photonic AI accelerators is the design of the 
photonic circuits themselves [12], [21], [22], 
[23], [24], making it natural to start by building 
accurate models of these circuits. For this 
purpose, we have built TorFSON: a PyTorch-
based functional modelling library for creating 
end-to-end differentiable, trainable, true-to-
hardware models of electro-photonic circuits. 
These modules can then be used to train new 
machine learning models or to map existing 
models to photonic hardware in a hardware-
aware manner. As a result, the resulting model accounts for circuit characteristics (e.g., quantization, 
amplitude limitations, mesh dimensions) and noise inherent to analog computation. As shown in 
Figure 1, TorFSON composes device-level models into circuit-level trainable modules which are 
used to train or map AI models. Based on these models, we can evaluate the machine learning 
performance (e.g., accuracy) for an AI workload on the designed electro-photonic core. This also 
enables early testing of the compatibility between workloads and photonic hardware. For example, 
common attention layers in large language models [26] require on-the-fly mapping of matrices to 
photonic hardware, a computationally intensive task on interferometric meshes [23], whereas dense 
fully connected layers naturally fit such meshes. 
 
The second major undertaking is the simulation of complete systems beyond the photonic core. This 
requires co-simulation of photonic circuits together with analog electronic components (e.g., DACs, 
ADCs, TIAs), electro-optic interfaces (e.g., modulators, photodetectors), and digital electronic 
blocks (e.g., memories, processors, control logic). For this purpose, we have built BYOD [27], a 
cycle-approximate, event-driven system-level simulator that accurately co-simulates photonics and 
electronics to estimate performance metrics such as throughput, power consumption, and overall 
computational efficiency of the accelerator. BYOD also reports hardware utilization, enabling early 
hardware-software co-design, and can co-simulate with processor models (e.g., RISC-V or ARM) to 
capture realistic control and host behavior. This latter capability is inherited from the Structural 
Simulation Toolbox (SST) ecosystem [28], on top of which BYOD is built and which provides 
reusable modules for processors, memories, and other digital components. Through these co-
simulation capabilities, BYOD can generate detailed memory-access traces that can be used to 
analyze and improve memory behavior in complex accelerators. 
 
The third and final component of PERSEUS is the architecture synthesizer, which serves as the 
interface between TorFSON and BYOD. It is built as a Python library that contains utilities for 
combining circuit models, workload information, and an accelerator architecture. Each architecture 
is free to define its set of parameters and must translate its inputs into a component graph for BYOD. 
Therefore, each of them must declare its own synthesizer with two provided by default: Tiley (a 
single-tile batch-oriented dataflow) and Streamy (a highly parallel dataflow). These architectures 
can optionally also produce auxiliary metrics such as estimated silicon area, the memory bandwidth 
required to maintain high utilization, and rough analytical estimates of energy consumption. 
 
Case Study: FMNIST Interferometric Accelerator 
To demonstrate the capabilities of PERSEUS, we use a common machine-learning task: classifying 
clothing items from the FMNIST dataset [29]. We define a model composed of two layers of sizes 
784×224 and 224×10 with a ReLU activation function between the layers. For this purpose, we use 
a Clements mesh [23] with balanced photodetectors to realize a true linear layer. We consider four 
mesh sizes: 28×28, 56×56, 112×112, and 224×224, which are chosen to emulate what current 

Figure 1 - Diagram of the PERSEUS architecture, showing 
its subcomponents: TorFSON, the Architecture Synthesizer, 
and BYOD 



 
 

 

hardware has achieved and to assess the system-level benefits of further scaling on computational 
efficiency. We evaluate inference using two accelerator architectures. The first, Tiley, is a single-
tile batch-mode architecture that represents what a prototype could look like, or one of the tiles in a 
large system such as that shown in S. R. Ahmed et al. [13]. The second architecture, Streamy, 
leverages a fully streaming dataflow by wiring multiple photonic tiles into a preset configuration 
and is meant to emulate how application-specific accelerators may perform. By comparing the two, 
we contrast a realistic, if basic, architecture with a more streamlined, purpose-built version of the 
same underlying photonic hardware. The component-level energy models come from two primary 
sources, the data converters (i.e., the DACs and ADCs) come from the Accelergy project [30]. While 
other analog components come from Z. Yin, et al. [19]. We use the same energy models across all 
configurations. 
 

Results and Discussion 
We first sweep the system frequency for the Streamy architecture. As shown in Figure 2a, the energy 
efficiency increases with frequency up to a broad maximum and then decreases once utilization 
drops due to memory bandwidth constraints, with the 224×224 mesh trailing the smaller sizes. The 
112×112 mesh achieves the highest peak efficiency of roughly 0.8 TOPS/W around 2 GHz, and we 
use this operating point as a reference for subsequent comparisons. Because our component-level 
energy models are inherited from prior work, these absolute values should be interpreted as 
internally consistent rather than widely applicable. This sweep indicates that, even for this simple 
workload, there exists an optimal mesh size and operating frequency. 
 
We then perform the same sweep for the Tiley prototype architecture with an additional L1 cache, 
shown in Figure 2b. The trends with frequency and mesh size are similar, but the absolute 
efficiencies are roughly two orders of magnitude lower than for Streamy. This gap is largely due to 
the single-tile, batch-mode dataflow, which requires frequent weight reprogramming of the meshes 
and suffers from memory stalls during bursts of activity. The Tiley curves also exhibit peaking, 
which naturally arises in time-domain co-simulation when different clock domains (i.e., converters, 
memory, controller) align favourably; such effects are not visible in estimators such as SimPhony 
[19]. 
 
Finally, we analyze the utilization of the optimal Streamy and Tiley mesh sizes as a function of 
system frequency, shown in Figure 2c. For Streamy, utilization remains close to 100% at low 
frequencies but drops sharply once memory bandwidth becomes limiting, mirroring the decline in 
computational efficiency. Tiley exhibits much lower utilization across the board and a decrease with 
frequency. The inset further shows that, for Tiley 112×112 at 600 MHz, increasing the batch size 
significantly improves energy efficiency before saturating, underscoring the dependence of system-
level behaviour on algorithmic parameters such as batch size. This further demonstrates how useful 
tools like PERSEUS can be for early hardware-software co-design. 
 

Figure 2 (a, b) Streamy and Tiley respectively, co-simulated with HBM3 and caching for (b) only with inset of peak energy 
efficiency as a function of mesh size. (c) Utilization of the photonic core(s) for Streamy and Tiley as a function of system 
frequency for a fixed mesh size of 112×112 with inset of utilization as a function of batch size for a Tiley of size 112×112 and 
fixed frequency of 600 MHz. 



 
 

 

Conclusion and Future Work 
We introduced PERSEUS: our cross-functional simulation framework that links circuit-level 
modeling, architecture synthesis, and system-level co-simulation into one cohesive toolchain. It 
enables research and analysis beyond the photonic core itself by capturing its interactions with the 
necessary infrastructure to support and utilize the core. We demonstrated its use for the architecture 
exploration, optimization, and hardware-software co-design of a simplified FMNIST inference 
engine, showing the existence of clear optima for key circuit, system, and algorithmic parameters. 
We also highlight the importance of memory hierarchy to unlock the peak performance of photonic 
cores by showing the efficiency collapse caused by memory starvation. However, PERSEUS 
remains limited in the kinds of AI workloads currently supported, lacking convolutional neural 
networks and transformer-like models. Additionally, we are highly dependent on the accuracy of 
energy models which leads to internally consistent efficiency estimates but not necessarily universal 
numbers. We aim to close these gaps shortly using measurement-based validation, to explore 
complex multi-tile architectures with the co-simulation of interconnects, processors, and software 
and finally to perform automated design space exploration using machine learning techniques. 
Overall, PERSEUS demonstrates that realistic evaluation of photonic AI accelerators must be 
cross-functional by design, and that promising circuit designs can only be judged meaningfully in 
the context of their full electronic and memory environment. 
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